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The purpose of this draft is to outline potential HDF5 file integration issues/modes/targets/wishes for SQL Server.
 At a high level, the key goals can be summarized as follows:

1. HDF5 files can be read by and imported into SQL Server.
2. (Indexed) Data can be written and exported as HDF5 files from SQL Server.
3. HDF5 datasets can be indexed and queried from SQL Server.

The following is an attempt to clarify these goals from a user’s (not an implementer’s) perspective.
HDF5 Schema

The logical structure of an HDF5 file is given by its group structure, its datatypes, dataspaces, and attributes.
 This logical structure will be referred to as an HDF5 schema, also to draw an analogy with the notion of a relational schema or an XML schema. An XML representation of an HDF5 schema was given in [HDF5-XML].
Task 1: An appropriate subset of supported hierarchical structures and types (type mappings) needs to be identified (from use cases) for a first implementation. The class of HDF5 schemas supported by SQL Server will be referred to as admissible HDF5 schemas. The scope of [PyTables] appears to be a good starting point. This is certainly subject to change and we can get more ambitious down the road.
An HDF5 file derived from an admissible schema will be visible to a user in the scope of a SQL database. Existing (admissible) HDF5 files can be attached or mounted.
Task 2: We’ll have to sort out which modes of operation we want to support (read-only, read/write, sharing, locking etc.).
Task 3: Create a nice, Microsoft-style HDF5 schema browser / designer / editor and HDF5 viewer in SQL Management Studio. [HDFView, ViTables1, ViTables2]
Getting the logical picture right, is probably the most important task.
SQL Server HDF5 I/O – Logical View
(From the perspective of SQL Server…) Reading HDF5 is the process of making the contents of HDF5 datasets available to the SQL engine without persisting them (fully or in part) outside the HDF5 file, e.g., writing a table-valued function which reads from an HDF5 file. Parts or entire datasets of an HDF5 file can be persisted in relational tables through import. Import works with copies of the HDF5 data. By default, any modifications (updates, deletes, inserts) in the database are not synchronized with the originating HDF5 file.
Task 4: Identify reasonable defaults for dataset-to-table imports and devise a standard for user-defined mappings. The difficulty of this task is largely dependent on what makes an admissible HDF5 schema.
Within the schema admissibility limits set out, groups, datasets, and attributes can be added to or removed from a mounted (modifiable) HDF5 file.

Task 5: Identify reasonable defaults for table-to-dataset exports and devise a standard for user-defined mappings. It should be possible to “dump” an entire database (including indexes and other metadata) into an HDF5 file. We should standardize this HDF5 <–> database (snapshot) import/export!
Task 6: Discuss the need and levels of HDF5 file <–> database synchronization. (SSIS is definitely more robust and programmable than most of the hand-coded import packages out there. I like the idea of gathering data with SSIS, seamlessly archiving/migrating them into an HDF5 file.)
Indexing and Querying
See [HDF-IDX] for a fairly extensive discussion of indexing and use cases in HDF5. See [PyTables-UG], Chapter 5 for some performance figures on querying, indexing, and compression in PyTables. See also [SIGMODJun06] for a nice performance study using Oracle Varrays and Nested Tables.
Indexing and querying HDF5 should be as seamless and as easy as it is for the XML type as of SQL Server 2005.
· SQL Server should be able to cache/discover/import indexing information from an HDF5 file. If a dataset was (maybe partially) imported into a relational table and indexed, the index may subsequently be added to the HDF5 file.
· Unlike XQuery for XML or SPARQL for RDF, HDF5 does not come with its own query language. If T-SQL can be extended to support HDF5-style hyperslab selections, there may not be a need for yet another query language. A user should be able to mix relational and HDF5 file queries the same way he or she can combine relational and XQuery queries today.
Task 7: Write down some typical queries.

Loose Ends

The discussion in [ScienceDB] goes way beyond what’s being proposed here. HDF5 support in SQL Server would be a great milestone and learning experience in getting closer to ScienceDB’s vision. The mileage with the science and engineering communities can hardly be overestimated. (We’ll be greeted as liberators!)
A prototypical implementation (in a CLR-DLL) of the features discussed here seems to be feasible leveraging the existing (unmanaged) HDF5 library and SQL Server 2005. A deeper, more intrusive to the HDF5 lib and SQL Server, integration might be necessary for greater user convenience and more ambitious performance goals. A closer examination of the HDF5 file drivers will also open up new data sources for integration with SQL Server, e.g., parallel file systems and streaming data. What’s the commitment from the SQL developers?
Task 8: Provide some nutritious use cases.

Task 9: Come up with an implementation plan.
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� The reasoning why this would be a good thing to do will be provided elsewhere.


� For the purpose of this discussion, HDF5 property lists are not considered part of the logical structure of an HDF5 file.





